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Abstract—Real-time teleoperation and other latency-critical
applications are commonly secured with Virtual Private Net-
works (VPNs), which tunnel traffic through the Linux kernel’s
TUN driver. We previously identified that the TUN driver silently
drops packets once its internal queue overflows, instead of ap-
plying the backpressure that hardware network drivers provide,
drastically degrading TCP throughput and causing real-time
video artifacts. Our open-source NODROP patch fixes this by
letting the TUN driver stop and resume its queue like a physical
network interface, and has since been merged into the mainline
Linux kernel. This demo shows the patch’s impact through two
complementary setups. First, a live dashboard displays TCP
throughput, congestion window, and retransmissions over an
OpenVPN tunnel with emulated delay, letting attendees toggle
NODROP on and off and change the emulated delay themselves.
Second, a prerecorded side-by-side video comparison shows
how much NODROP helps an adaptive-bitrate encoder react to
sudden bandwidth reductions.

I. INTRODUCTION

Secure networking is essential for teleoperation and other
real-time control applications, which typically rely on Virtual
Private Networks (VPNs) to encrypt traffic between a control
station and a remote system. On Linux, nearly all user-space
VPNs like OpenVPN and WireGuard-Go expose this tunnel
to user space through the TUN driver. In prior work [1], we
found that the TUN driver’s internal send queue silently drops
packets on overflow rather than signaling congestion to the
layers above it, unlike the flow control used by real network
interface drivers. This behavior causes up to 29% packet loss
for real-time video once the queue is reduced to bound worst-
case latency, and forces avoidable TCP retransmissions that cut
intercontinental throughput by more than half. We proposed
the open-source NODROP patch to fix this at the source, and
it has since been accepted into the mainline Linux kernel as an
opt-in feature, shipping in the TUN driver in v7.3 [2], available
to any Linux system out of the box, with no custom kernel
required.

This demo makes the practical impact of NODROP tangible
to attendees through two complementary test cases: a live TCP
throughput dashboard and a prerecorded adaptive-bitrate video
stream. Fig. 1 gives an overview of the full setup covering
both test cases: a single Linux host runs a TCP client and a
video-stream sender on one side and a TCP server and video
playback on the other, tunneled through an OpenVPN client
and server whose TUN interfaces are hardened by NODROP,
with network emulation in between. The display above shows
the live results of TCP throughput improvements from the first
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Fig. 1. Overview of the demonstration setup: a single Linux host tunnels a
TCP client to a TCP server and a video-stream sender to a video player over
OpenVPN, through network emulation, with NODROP hardening both TUN
interfaces (bottom); the display shows the live throughput dashboard (left) and
adaptive-bitrate video comparison (right), from the two test cases detailed in
Sec. III and Sec. IV.

test case on the left and prevented video drops from the second
on the right.

II. THE NODROP PATCH

When a packet is written into a TUN interface, the ker-
nel’s tun_net_xmit function enqueues it into a fixed-
size internal ring buffer (500 packets by default) before it
is picked up by the VPN application. If this ring is full,
the default TUN driver silently discards the packet. Unlike
physical NIC drivers, which call netif_stop_queue()
once their transmit ring is full and resume it once space frees
up, the TUN driver gives no such feedback: any queueing
discipline (qdisc) attached to the TUN interface, such as
fq_codel [4], is bypassed, since packets are already dropped
inside the driver before its own overflow logic could take
advantage of the qdisc’s active queue management. Upper-
layer protocols only learn about the resulting loss indirectly,
e.g., through TCP retransmissions, well after the fact.
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Fig. 2. Live dashboard: TCP throughput, congestion window, and retransmissions at 120 ms (left) and 20 ms (right) emulated RTT, with NODROP toggled
on/off every 60 s and interactive link controls to change the emulated RTT on request.

NODROP applies the same start/stop flow-control conven-
tion used by hardware drivers to the TUN driver: once its
internal queue is full, transmission is paused and the backlog
is left to the attached qdisc (or the socket layer) instead of
being dropped. Once space frees up, transmission resumes.
This shifts the point of loss from an unmanaged ring buffer
to the qdisc layer, where a properly configured qdisc, such as
fq_codel, can perform active queue management and TCP
can detect congestion through queuing delay rather than only
through loss. This advantage only grows as the TUN queue
itself is sized down, as shown next.

As benchmarked in [1], NODROP eliminates packet loss
entirely for real-time UDP video down to a 1-packet TUN
queue, where the default kernel loses up to 29% of packets,
and improves TCP throughput over established VPNs (Open-
VPN, WireGuard-Go) by up to 36% at the default queue size
on a 120 ms-RTT intercontinental link, and by up to a factor
of 4.7 at reduced queue sizes.

III. DEMONSTRATION SETUP

The live TCP throughput demonstration (cf. Fig. 1) uses a
network topology consisting of three Linux network names-
paces, each realized as a Docker container: a client names-
pace, a delaybridge namespace, and a server names-
pace, connected by veth pairs (client↔delaybridge
and delaybridge↔server). The delaybridge names-
pace forwards traffic between the two links and applies a
netem qdisc on both sides to emulate the desired end-to-end
round-trip time (RTT), splitting it evenly across both sides,
following the delay-emulation approach of vSTING [3].

An OpenVPN server runs in the server namespace and
an OpenVPN client in the client namespace, tunneling
all traffic through the emulated link. All kernel networking
parameters are left at their defaults, including the send/receive
socket buffer sizes (wmem/rmem) and TCP congestion control

(CUBIC). The qdisc on both endpoints’ TUN interfaces is
also switched every 60 s between fq_codel, exercising the
NODROP-enabled backpressure path, and noqueue, repro-
ducing the default silent-drop behavior, so both regimes are
visible within a few minutes without manual interaction. An
iperf3 TCP flow is run across the tunnel. Telegraf collects
iperf3 and interface statistics into an InfluxDB, and a Grafana
dashboard visualizes throughput, congestion window, and re-
transmissions live, automatically annotated with the current
NODROP on/off and RTT state.

The prerecorded video demonstration uses an analogous
two-node topology: ns_sender and ns_receiver names-
paces, connected directly by a veth pair and tunneled the same
way over OpenVPN, with a tc htb qdisc on the sender’s
veth egress emulating the 12-to-6 Mbps bandwidth step. A
GStreamer pipeline on the sender encodes 720p video with
a hardware VA-API H.264 encoder in constant-bitrate mode
and streams it as RTP over UDP. A queue element is placed
directly before the UDP sink, whose socket send buffer is
deliberately small. This lets the TUN interface backpressure
the pipeline within milliseconds. Once the queue’s fill time
exceeds 200 ms, the sender halves its bitrate from 10 to
5 Mbps, similar to the approach in [6]. The receiver uses mpv
with VA-API-accelerated decoding to play the video stream.

IV. WHAT ATTENDEES WILL SEE

This section describes the live TCP throughput demonstra-
tion and then the adaptive-bitrate video demonstration.

A. Live TCP Throughput Demonstration

Attendees will watch the live Grafana dashboard described
in Sec. III and shown on the left of the display in Fig. 1
while the emulated RTT is varied. Fig. 2 shows the panel at
two emulated RTTs, 120 ms and 20 ms, each captured while
NODROP is being cycled on and off. Both screenshots exhibit
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Fig. 3. Adaptive-bitrate video demonstration, 2×2 grid of stock/NODROP-patched kernels with 500/25-packet TUN queues. Left: t ≈ 2 s, before the
bandwidth step, the stock 25-packet quadrant (top right) already shows major video artifacts due to TUN-driver packet drops. Right: t = 20 s, 5 s after the
bandwidth cap drops from 12 to 6 Mbps, both NODROP quadrants (bottom row) continue playing back smoothly, while both stock quadrants (top row) freeze
due to missing backpressure.

the same qualitative pattern of throughput and congestion
window repeatedly rising and falling as CUBIC probes for
available bandwidth and backs off after a loss event, matching
the time-series behavior reported for a 120 ms link in [1].
The 20 ms screenshot reaches a substantially higher absolute
throughput, since potentially achievable TCP throughput for
a fixed congestion-window growth rate scales inversely with
RTT. In both cases, the panel legend reports the live aver-
age throughput measured during the latest NODROP-on and
NODROP-off interval, letting attendees directly read off the
improvement in real time and at whichever RTT they are
curious about, using the dashboard’s interactive link controls
to change the RTT live on request.

B. Adaptive-Bitrate Video Demonstration

A second, prerecorded demonstration, shown on the right
of the display in Fig. 1, shows why NODROP matters beyond
raw throughput. A GStreamer-based adaptive-bitrate sender
streams 720p video over a VPN tunnel whose egress band-
width is capped at 12 Mbps and stepped down to 6 Mbps at 15 s
into the stream, recorded in parallel for four configurations:
a stock kernel and a NODROP-patched kernel, each with a
500-packet and a 25-packet TUN send queue.

Fig. 3 shows two annotated screenshots from the resulting
2×2 comparison grid. At t ≈ 2 s (left), before the bandwidth
step, the stock kernel’s 25-packet quadrant already shows
major video artifacts: ordinary encoder burst traffic alone is
enough to overflow its small TUN queue, causing silent drops
that corrupt the decoded frame. At t = 20 s (right), 5 s after
the bandwidth cap drops from 12 to 6 Mbps at t = 15 s, both
NODROP-patched quadrants have already reduced their send
bitrate and continue playing back smoothly, while both stock
quadrants freeze: missing backpressure from the TUN driver
means the sender never recognizes that the link narrowed,
keeps transmitting at the old bitrate, overflows the queue, and
stalls. This illustrates that NODROP is not merely a throughput
optimization but a prerequisite for a real-time sender to be able
to detect congestion at all when tunneled through a VPN’s
TUN interface.

V. CONCLUSION

This demo shows, through a live dashboard and a prere-
corded video comparison, how the NODROP patch turns the
Linux TUN driver’s silent packet drops into proper backpres-
sure, and why this matters for both raw TCP throughput and
the correctness of adaptive real-time applications tunneled over
a VPN. Since NODROP has been merged into the mainline
Linux kernel as an opt-in feature and ships in v7.3 [2], the
improvements shown at the booth are now available on stock
Linux systems without any custom patching. Attendees are
invited to change the emulated RTT themselves and watch the
live dashboard react in real time, while the prerecorded video
comparison illustrates the same effect for an adaptive-bitrate
video stream. Dynamically sizing the TUN queue itself, e.g.,
via Byte Queue Limits (BQL) [5], is a natural direction for
future work.

ACKNOWLEDGMENT

This work has been funded by the German Federal Ministry
of Research, Technology and Space (BMFTR) in the course
of the 6GEM+ Transfer Hub under grant number 16KIS2412
and the VICTOR6G project under grant number 16KIS2549.

REFERENCES

[1] T. Gebauer, S. Schippers, and C. Wietfeld, “The NODROP Patch: Harden-
ing Secure Networking for Real-time Teleoperation by Preventing Packet
Drops in the Linux TUN Driver,” in Proc. IEEE VTC-Fall, Chengdu,
China, Oct. 2025.

[2] S. Schippers, Linux kernel netdev mailing list,
Aug. 2026. [Online]. Available: https://lore.kernel.org/
netdev/20260803183641.96882-1-simon.schippers@tu-dortmund.de/

[3] M. Patchou, J. Tiemann, C. Arendt, S. Boecker, and C. Wietfeld,
“Realtime Wireless Network Emulation for Evaluation of Teleoperated
Mobile Robots,” in Proc. IEEE SSRR, Sevilla, Spain, Nov. 2022.

[4] T. Høiland-Jørgensen, P. McKenney, D. Tæht, J. Gettys, and E. Dumazet,
“The Flow Queue CoDel Packet Scheduler and Active Queue Manage-
ment Algorithm,” RFC 8290, IETF, Jan. 2018.

[5] T. Herbert, “Byte Queue Limits: The Unauthorized Biography,”
Medium, Jan. 2025. [Online]. Available: https://medium.com/@tom
84912/byte-queue-limits-the-unauthorized-biography-61adc5730b83

[6] H. Schippers, T. Gebauer, K. Heimann, and C. Wietfeld, “RISE: Multi-
Link Proactive Low-Latency Video Streaming for Teleoperation in Fading
Channels,” in Proc. IEEE VTC-Spring, Oslo, Norway, Jun. 2025.


